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Abstract

FastChain is an adaptive high-frequency microblock layer designed to operate
both in parallel with DAG-based main chains and as a standalone blockchain sys-
tem. The current stage of development is: research innovation. The architecture
achieves stable transaction throughput around 25 blocks per second (BPS) on stan-
dard hardware, and up to 50 BPS under optimal local conditions. Efficient blocks
(eBPS) typically range between 5 and 10 eBPS. FastChain combines:

e Small, parallel microblocks for rapid transaction propagation.

e Adaptive control of block rate and network fanout to minimize latency and
forks.

e Lazy-loading of transaction data to reduce bandwidth usage and stabilize
weaker nodes.

e Dynamic incentive mechanisms to encourage node participation while main-
taining network stability.

This paper provides a full technical, mathematical, and control-theoretic expla-
nation of FastChain, including formulas for bandwidth constraints, fork probability,
mempool stability, adaptive loops, Lyapunov-based stability reasoning, CPU /verification
limits, and economic incentives.

1 Introduction

Current DAG-based blockchains achieve only ~10 BPS. Furthermore, the eBPS (efficient
blocks per second) is unknown, but it is probably around 1-2 BPS in practice, due
to network latency, bandwidth limits, peer topology, and stochastic block production.
Challenges include:

e High fork rates when multiple blocks are produced nearly simultaneously.



e Network congestion due to delayed header propagation.
e Increased reorganization depth causing delayed finality.
FastChain addresses these by:

1. Parallel microblock production.

2. Adaptive block rate and fanout control.

3. Layered finality separating rapid capture from irreversible main-chain finality.

FastChain is capable of both parallel DAG operation and standalone usage, enabling
local high-frequency microblocks and globally efficient block propagation.

2 Notation

Symbol  Description

By Microblock header size (Bytes), e.g., 50-100 B

k Average number of parents per microblock

U Node upload bandwidth (Bytes/s)

e Efficiency factor (0 < e < 1) accounting for overhead, packet loss, encoding
A Global microblock generation rate (blocks/s)

A Network propagation/latency (s, e.g., p90/1000)

Lix Transaction arrival rate (tx/s)

ty Average time between microblocks (1/))

T Average time to final aggregation in the finality layer
Nix Average transactions per microblock (1-3 typical)

S Control score in Slow Blockrate Loop

Q Adaptation rate for control loops

3 Bandwidth and Maximum Throughput

The theoretical maximum BPS a node can propagate is:
U-e

B, -k
Example: U =100 KB/s, B, =100 B, k =6, e = 0.8:

BPSmax =

100,000 - 0.8
100 -6
Storage requirement per day at 50 BPS:

BPS,ax = ~ 133 BPS (theoretical)

100B - 50BPS - 86,400 s/day ~ 0.432 GB/day



4 Fork Probability and Mitigation

Assuming Poisson microblock generation with rate A:

Pfork =1- 6_)\A ~ A\A ()\A < 1)
For A = 25 BPS, A = 10 ms, raw fork probability =~ 22%. Mitigation:
e Multiple parents per block (k > 1).
e DAG merge rules for delayed blocks.

e Adaptive fanout and Slow Blockrate Loop reducing A under high fork conditions.

5 Mempool Stability

Let 0 = X - nyy be the processing rate (tx/s). Stability requires:

/J’tx<0

Slow Blockrate Loop dynamically adjusts A to maintain mempool equilibrium.

6 Adaptive Control Loops

6.1 Slow Blockrate Loop (10—60 s interval)
Control score:

hdrE%A fork®MA mpgFMA
1 Wy Ws

targety g, forkiarget mempool

Update interval T; = 1/

S=w

target

Li(l+a(S-1), S>1+e¢
T =T /A +a(l-9)), S<l-e¢

T;, otherwise

6.2 Fast Gossip Loop (5—20 ms interval)

Fanout F' adapts based on observed p90 latency:

hdrpgo

Ft+1 = Ft + K ( 1) s Fe [FminaFmax]

target

7 Lyapunov-Based Stability

Candidate Lyapunov function:

V' = a;y(hdrpg — target)? + ay(fork — forktarget)2 + az(mempool growth)?
Discrete update satisfies AV < —~|z; — 2*|?, ensuring local asymptotic stability.
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8 CPU / Verification Limits

Maximum verification rate Viax (sig/sec):

)\CPU o Vmax

max
S

System limit:

/\CPU )\bandwidth \memory

max ? “‘max ? 2 'max AR )

Amax = min(

9 Lazy-Load Transaction Data

Microblocks contain only transaction IDs.

Full transactions are fetched on demand.

Reduces bandwidth and node load.

Supports heterogeneous node performance.

10 Economic Incentives
Dynamic rewards based on block rate:

R(A) = Ro - exp(=B(A — \)4)

Encourages high-performance nodes and penalizes overproduction, maintaining net-
work stability.

11 Standalone vs Parallel DAG Modes

Parallel DAG Mode: FastChain extends existing DAG networks, enabling local mi-
croblocks up to maximum throughput while maintaining global finality.

Standalone Mode: FastChain operates independently, maximizing efficient blocks
(eBPS) and eliminating local “hot air blocks,” improving overall throughput.

12 Simulation and Modeling Recommendations

e Model heterogeneous node bandwidths, latencies, packet loss.

Sensitivity analysis on o, EMA timescales, k, and fanout.

Stress testing with transaction bursts and node churn.

Validate convergence of Slow Blockrate and Fast Gossip Loops.

Benchmarking is required during production, which costs resources. One approach
would be to work with sampling and predictability.



e Even with multiple-parent DAGs, a fork probability of AA = 0.22 (approximately
22%) is high. In globally distributed networks, higher latency and packet loss could
increase this rate, requiring thorough testing and mitigation.

12.1 Idea: Non-Linear Adjustment and Faster Reaction

Non-Linear Adjustment: Instead of using a linear update, the microblock generation

rate A can be penalized exponentially based on the observed fork rate. For example:
)\t—‘rl — At . e_a(Pfork_Ptarget) (1)

This allows the system to react more aggressively to high fork rates, reducing the
likelihood of excessive conflicting blocks.

Faster Reaction Time: Currently, the Slow Blockrate Loop operates on intervals of
10-60 seconds. In globally distributed networks, this may be too slow to respond to
sudden spikes in fork rate. Reducing the interval or using adaptive intervals that react
more quickly to fork spikes can improve stability and overall network performance.

12.2 Idea: Incentive Adjustments

Overproduction (too many microblocks) should be rewarded or penalized:
Existing mechanism:

R(\) = Ry - e PO+ (2)

An additional approach could introduce stronger penalties for nodes that frequently
produce blocks causing forks. Nodes that repeatedly generate blocks not included in the
final chain would receive reduced rewards.

Consideration: Such penalties must be carefully calibrated to remain fair; otherwise,
high-performance nodes may be unintentionally disincentivized, potentially harming net-
work throughput and stability.

13 Security Considerations
e DoS mitigation via adaptive fanout and reward damping.
e Late block handling through DAG merge rules.
e Lazy-loading ensures efficient propagation during spikes.

e Reputation-based prioritization mitigates Sybil attacks.

14 Pseudocode Example

# Fast Gossip Loop (5-20 ms)

def gossip_control_loop():
hdr_p90_ema = ema(hdr_p90_ema, measure_hdr_p90(), alpha=0.3)
suggested = round(base_fanout + 3*(hdr_p90_ema/target_hdr_p90 -1))



fanout = clip_change(fanout, suggested, min_fanout, max_fanout)
update_peer_selection(fanout)

# Slow Blockrate Loop (15 s)

def blockrate_control_loop():
hdr_p90_ema = ema(hdr_p90_ema, measure_hdr_p90(), 0.15)
fork_ema = ema(fork_ema, measure_fork_rate(), 0.15)
mempool_ema = ema(mempool_ema, measure_mempool_growth(), 0.15)
S = 0.6x(hdr_p90_ema/target_hdr)+0.3*(fork_ema/fork_target)
+0. 1% (mempool_ema/mempool_target)
update_block_interval(S)

15 Bridging High-Frequency Microblocks with Effec-
tive Transaction Throughput

In many DAG-based networks, nodes produce a large number of small blocks at extremely
high frequency. While this enables rapid propagation and fast response times, a significant
portion of these blocks often contains “hot air” — blocks that do not contribute meaningful
progress toward ledger finality. As a result, the nominal block rate may be high, but the
effective, usable transaction throughput remains limited.

Conversely, traditional linear blockchains such as Bitcoin or Ethereum prioritize large,
transaction-rich blocks that genuinely advance the ledger. While these blocks maximize
effective transaction throughput, their low production rate results in slower confirmation
times and limited overall throughput.

FastChain is designed to bridge this fundamental tradeoft:

e High-frequency microblocks: FastChain achieves rapid microblock production
similar to DAG-based networks, ensuring low-latency transaction capture and fast
network response.

e Effective transactions: Unlike typical “hot air” microblocks, each FastChain
microblock is verified and contributes meaningfully to final ledger state, preserving
stable and reliable finality.

e Adaptive control mechanisms: FastChain dynamically adjusts block production
based on network latency, fork rate, and mempool conditions, preventing unneces-
sary blocks, reducing forks, and optimizing resource utilization.

16 Conclusion

FastChain provides a mathematically grounded, fully adaptive high-frequency microblock
layer suitable for both DAG integration and standalone operation. Through adaptive
loops, lazy-loading, and dynamic incentives, the network achieves high throughput while
maintaining stability, efficient resource usage, and fork mitigation. Future work includes
large-scale simulations, hybrid DAG integrations, and adversarial testing. The leap from
simulation to stable global operation is significant. Practical experience (forks, heteroge-
neous nodes, adversarial nodes) will show whether this truly works. It will require some
adjustments and extensions.



Slow Blockrate Loop Fast Gossip Loop

Adaptive
—¥ Network

Fanout

Adaptive Adaptive
Control of Network i
Block Rate Fanout Dynamic

Lazy-loaded Reward

Transaction Mechanism

e Data

Stabilize throughput and latency

Figure 1: Schematic overview of Slow Blockrate Loop and Fast Gossip Loop interactions.
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